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Abstract

The purpose of this document is to summarize the main points of the book “ A Kalman Filter Primer”.
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1 Preface

The author is a professor at the statistics department of Arizona State university and the book is a statistician’s

perspective on Kalman Filter. Since KF came to prominence, it was more used in the engineering discipline as

the state variable had a physical interpretation in many applications. It took some time to seep in to economics,

finance and other disciplines. Given this background, the author mentions about his puzzling encounter with

the concept in his formative years as an agricultural economist. KF can be comfortably explained and derived

from a Bayesian perspective. But the author was looking for a more frequentist view to the whole aspect of

Kalman Filtering. Revisiting this topic 20 years after his graduation, he felt that there was a need for a book

that explains KF by regression analysis and hence this book.

The author calls the book, a “no frills book”, that means a book with just a few examples and a book that

deals with a stripped down version of general state space model and goes through the derivation of KF step by

step. I guess one way to understand KF thoroughly is to derive the equation from scratch. This book exactly

does that in a way that you can write your own code for KF. It gives the rationale and the pseudo code to

implement a Kalman Filter.

The author at the very beginning says that,

The key point is that the Kalman Filter is basically a modified Cholesky algorithm that uses the

extra structure obtained from state-space models to compute predictions orders of magnitude more

efficiently than is generally possible for their signal-plus-noise parent.

If you can understand that statement effortlessly and know exactly the intent of the statement, then you don’t

need to read this book. However if you are like me, puzzling over that statement, then reading this book

might provide a very different way of learning about Kalman Filter that is not present in the standard texts.

My exposure to Kalman Filter was from a Bayesian perspective. So, seeing the derivation in a completely

different way is a good way to understand KF better.

2 Signal plus Noise Models

State space models are examples of signal-plus-noise models. The main advantage of state space models is

that it is possible to develop algorithms for computing predictions, parameter estimators etc., that are orders

of magnitude faster than for the general signal-plus-noise setting. The credit goes to Kalman(1960) and

Kalman and Bucy(1961).

The classic model for a signal plus noise is as follows:

y(t) = f(t) + e(t), t = 1, . . . , n

where

Cov(f(s), e(t)) = 0 ∀t

and

W = diag(W (1), . . . ,W (n))

Here f(t) is the signal process and e(t) is a zero noise process.
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The basic idea here is to figure out the state variable.f(t), given the observation data, y(t). In reality no one

knows the joint distribution of (f(t), y(t)) and the best one can do is to estimate f(t) via a linear projection

operator. To be precise :

If z is a r× 1 random vector with mean µz, then predicting z using an observable m× 1 random vector v that

has zero mean can be done using the following proposition

ẑ = Av + b

The chapter list the idea in the form of a proposition.

If V ar(v) is nonsingular, E((z − ẑ)T (z − ẑ)) is minimized by taking b = µz and

A = Cov(z, v)V ar−1v := Aopt

The corresponding variance of ẑ has prediction error variance- covariance matrix as

E((z − ẑ)T (z − ẑ)) = V ar(z)−AoptV ar(v)AT
opt

The estimate is invariant with respect to location and scale changes in the sense that for any fixed k×r matrix

B and k×1 vector c, the BLUE estimates of Bz+ c is Bẑ+ c with prediction error variance covariance matrix

BVoptB
T

The idea of estimating state variable from observation variable entails projection on to the space spanned by

the observation variable. If the data is orthogonal, projection results in a convenient formula. This section

talks about orthogonalizing the observation data so that the correlation structure of the data is broken. The

classic gram schmidt algo is used to create a orthogonal vectors.

Given y1, y2, . . . yn, the algo proceeds as :

Initialize the Recursion as

ε(1) = y(1)

R(1) = V ar(ε(1)) = V ar(y(1))

Then

ε(t) = y(t)−
t−1∑
j=1

Cov(y(t), ε(j))R−1(j)ε(j)

with

R(t) = V ar(ε(t))

The connection to Cholesky’s factorization is this :

V ar(y) = LRLT

where R is a block diagonal matrix and {L(t, j)}t,j=1:n with
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L(t, j) =


Cov(y(t), ε(j))R−1(j) j = 1, . . . , t− 1

I , j = t,

0 , j > t

So, given observation data, one can manufacture orthogonal data using the transformation y = Lε.

How is it relevant to state space model framework? Well if you look at the basic model, the recursion can be

used as follows

f(t|j) =

j∑
k=1

Cov(f(t), ε(k))R−1(k)ε(k)

and the associated prediction error is

V (t|j) = V ar(f(t))−
j∑

k=1

Cov(f(t), ε(k)) R−1(k) Cov(f(t), ε(k))

Thus one can use Cholesky decomposition to make the above equations in the following convenient form

f̂ = y −W (LT )−1R−1ε

V = W −W (LT )−1R−1L−1Wε

Consequently an efficient implementation of the Cholesky/Gramm-Schmidt recursion is one path that can be

taken toward developing computational methods for prediction and filtering the model.

State space model structure

y(t) = H(t)x(t) + e(t), t = 1, . . . , n

x(t+ 1) = F (t)x(t) + u(t), t = 0, . . . , n− 1

Cov(e(t), e(s)) = 0, s 6= t

V ar(e(t)) = W (t), t = 1, . . . n− 1

Cov(u(t), u(s)) = 0, s 6= t

V ar(u(t)) = Q(t), t = 1, . . . n− 1

Cov(e(t), u(s)) = 0

Cov(e(t), x(0)) = 0

Cov(u(s), x(0)) = 0

State equation prediction can be written as

x(t|j) =

j∑
k=1

Cov(x(t), ε(k))R−1(k)ε(k)
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and prediction error

S(t|j) = V ar(x(t))−
j∑

k=1

Cov(x(t), ε(k)) R−1(k) Cov(ε(k), x(t))

3 The Fundamental Covariance Structure

If you are wondering about the cover page of the book like I did, this chapter explains it all. Be it filtering or

predicting or smoothing, there is a need to compute the covariance between innovations and state vectors.

y(t) = H(t)x(t) + e(t), t = 1, . . . , n

x(t+ 1) = F (t)x(t) + u(t), t = 0, . . . , n− 1

From the orthogonalized observational data, it is very easy to compute conditional expectation and conditional

variance

x(t|j) =

j∑
k=1

Cov(x(t), ε(k))R−1(k)ε(k)

and the associated prediction error is

S(t|j) = V ar(x(t))−
j∑

k=1

Cov(x(t), ε(k)) R−1(k) Cov(ε(k), x(t))

The above is very appealing. All it is saying is conditional variance is total variance minus the variance

contributed by the orthogonal components. Thus one step ahead prediction error is cracked. The chapter lists

a few lemma and proves them so the a recursion can be used amongs the following three quantities

• S(t|t− 1) - One step ahead prediction error

• R(t|t) - Variance of the innovation term

• S(t|t) - Filtered error.

If you take the Bayesian derivation of S(t|t), it requires atleast half a dozen steps to get to it. In this approach

it is just 2 steps

Step 1 : Computing S(t|j)

S(t|j) = V ar(x(t))−
j∑

k=1

Cov(x(t), ε(k)) R−1(k) Cov(ε(k), x(t))

Step 2 : Recognizing the recurrence structure in S(t|j)

S(t|j)− S(t|t− 1) = −Cov(x(t), ε(t)) R−1(t) Cov(ε(t), x(t))

= S(t|t− 1)HT (t)R−1(t)H(t)S(t|t− 1)

The first pseudo code presented in the book is the one that connects the three quantities, S(t|t − 1), S(t|t)
and R(t|t).
The chapter then states the most widely referred Lemma in the entire book.
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Let S(1|0) := V ar(x(1)) = F (0)S(0|0)F (0)T +Q(0),

Then, for t = 1, 2, . . . n

Cov(x(t), ε(t)) = S(t|t− 1)HT (t)

and for j ≤ t− 1

Cov(x(t), ε(j)) = F (t− 1) . . . F (j)S(j|j − 1)HT (j)

Let

M(t) = F (t)− F (t)S(t|t− 1)HT (t)R−1(t)H(t),

Then for t = n− 1, . . . , 1 and j ≥ t+ 1,

Cov(x(t), ε(j)) = S(t|t− 1)MT (t)MT (t+ 1) . . .MT (j − 1)HT (j)

The first part of Lemma is used for filtering whereas the second part for smoothing. The pseudo code for both

the forward and backward recursion are given. So far so good. However the author takes it one step forward

and combines the filtering and smoothing algos in to one. The recurrence structure that needs to be followed

is the one that is illustrated on the book’s cover.

This specific way to move about the recurrence relations gives filtered as well as smoothed estimates all in

one go. Frankly I thought this was an overkill. What is the harm in writing separate filtering and smoothing

algos?. Moreover placing this recurrence structure on the cover page of the book might scare away first timers.

Instead a covariance matrix structure with separate filtering and smoothing recursions highlighted would have

been better.

4 Recursions for L and L−1

As mentioned in the previous chapters, Cholesky factorization is tied to obtaining an efficient orthogonalized

observation data. The chapter mentions algorithms to compute L and L−1 that make the translation between

observation data and innovation data easier.

5 Forward Recursions

This chapter is about filtering, i.e. given observation data till t,what’s the best estimate of state variable ?

The author’s approach is abundantly clear by this chapter, i.e. orthogonalize the observation data, obtain
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the projection of state vector on the orthogonalized data and obtain a BLUE estimate.The chapter gives the

pseudo code for obtaining the filtered estimates. If one carefully follows the notation and ideas of the first

three chapters, this chapter is pretty easy to follow.

The key theorem in the chapter is

The BLUE of x(1) based on y(1) is

x(1|1) = S(1|0)HT (1)R−1ε(1)

For t = 2, . . . , n, the BLUE of x(t) based on y(1), . . . , y(t− 1) is

x(t|t− 1) = F (t− 1)x(t− 1|t− 1)

and the BLUE of x(t) based on y(1), . . . , y(t) is

x(t|t) = S(t|t− 1)HT (t)R−1(t)ε(t) + x(t|t− 1)

The chapter gives the pseudo code for computing the kalman filter. So, one way to understand KF thoroughly

is to translate the pseudo code in to a function and then test the function. In all the presentations of psuedo

code of this chapter there is no mention about numerical stability. For example you can code a KF function

based on the pseudo code but it will not be robust. Why ? The evaluation of the posterior variances using

the iterative updating formulae as simple as it may appear, suffers from numerical instability that may lead to

nonsymmetric and even negative definite calculated variance matrices. Alternative, stabler, algorithms have

been developed to overcome this issue. Apparently, the most widely used, at least in the Statistics literature,

is the square root filter, which provides formulae for the sequential update of a square root. I guess what

books like these do is to gives the most important elements of any software implementing KF so that we do

not feel that we are basically using a black box for filtering.

6 Smoothing

This chapter talks about using the filtered estimates and running a backward recursion to smoothen the

estimates. The tools of the trade developed in chapter 2 are used here where Cov(x(t), ε(j)), j > t are put

to use. The chapter deals with fixed interval smoothing where by the whole dataset is used instead of partial

dataset to smoothen. If one has followed Lemma 2.4 from the book, the smoothing recursion and pseudo code

for the same are easy to follow.

7 Initialization

This chapter talks about the importance of priors in KF. In the material dealt in the first five chapters, the

prior is fixed which is kind of OK in some applications but not OK in others. This chapter goes in depth

about choosing various priors and its effect on the filtering and smoothing estimates.
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8 Normal Priors

For any state space model, there is one aspect that is not dealt in the previous chapters, i.e. parameter

estimation. I think it is very instructive to take a simple stripped down version of KF and code up your

own MLE function and try to estimate the parameters. I sweated it out for some time trying to write up an

MLE that works. Soon I realized from the book that the KF framework of filtering provides a convenient way

to compute the likelihood function. The likelihood function is computed for zero mean and known S(0|0).

This assumption is relaxed and a likelihood function for a general case is also computed. Pseudo code is

provided for the case of zero mean and known initial prediction variance. I was humbled to see that there was

such an elegant way of writing the likelihood function and mine was a complicated piece of code that barely

managed to spit out the parameters. The biggest lesson for me is the realization that it pays to pause and

think about the way to structure the state space model parameters, so that likelihood function leverages on

the KF framework.

9 A General State Space Model

This chapter generalizes the initial model by considering varying dimensions of state and observation vector

and including non zero means. KF recursions and parameter estimation procedures are developed for this

general state space model.

Takeaway

The strength of this book is the focus on the simplest state space model and then showing all the aspects

of KF framework, pseudocodes for filtering, smoothing. The novelty of this book is the central focus of the

author to use the idea of orthogonalization of observation data. This makes all the KF related formulae take

convenient forms that one can intuitively as well as rigorously understand. One thing missing from this book

is the discussion of numerical stability of filtering and smoothing algorithms.
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